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1. I NTRODUCTION

A BSTRACT
By anticipating impending failures and addressing those with
preventive replacements, Condition-Based Maintenance (CBM)
can provide several economic benefits for aircraft maintenance. While Prognostics and Health Monitoring (PHM) methods for CBM are widely available, scheduling of tasks originating from those methods is a relatively new challenge. To
avoid incurring extra cost and ground-time, these maintenance
tasks are typically scheduled during already existing (conventional) maintenance checks such as periodic checks. Following this strategy, an aircraft component would have to be replaced if a failure precursor is detected that is expected to
result in failure between the next two checks. The decision
following from that detection depends on the chosen decision
threshold of the prognostic or diagnostic model, which can
be represented by a point on the Receiver Operating Characteristic curve. Selecting the optimal operating point for
each maintenance check is challenging, as - depending on the
component in question - one or more of the following factors
may be in play: age-dependent reliability of the component,
the performance of the prognostic (diagnostic) model, the interval of the periodic check and the cost of (corrective and
preventive) maintenance. This paper presents an innovative
method for selecting optimal operating points for all periodic
checks throughout the lifetime of an aircraft component. This
is done by means of a numerical optimization model that finds
operating points that minimize the component’s total maintenance cost per flight hour. A case study on a compressor of
a wide-body aircraft is presented, which shows that by using
this method, additional economic value from existing PHM
can be realized without the need for additional investments.
Floris C. Freeman et al. This is an open-access article distributed under the
terms of the Creative Commons Attribution 3.0 United States License, which
permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

Modern aircraft today make use of thousands of on-board
recordable parameters for safe and efficient flight operations.
The increasing availability of these parameters to aircraft operators and new methods to process sensor data effectively
has made Prognostics and Health Monitoring (PHM) a promising enabler for Condition-Based Maintenance (CBM) (Hölzel,
Schilling, & Gollnick, 2014). In aircraft maintenance, the
most suitable maintenance policy for each aircraft part or subsystem depends on the probability, impact and detectability
of each potential failure. Impact of failures that are critical
to safety, economics or operations are adressed by (periodic)
preventive maintenance tasks. Failures that are not critical
to safety, economics or operations are adressed by corrective maintenance tasks. The full methodology to design a
maintenance program is described in MSG-3 (ATA, 2013).
For preventive maintenance tasks, PHM offers a potentially
more efficient future alternative, by shifting from time-based
to condition-based maintenance (IMRBPB, 2018). For failures that are adressed by corrective maintenance (the scope
of this paper), PHM already offers a way to avoid operational
disturbances and reduce maintenance cost (Sun, Zeng, Kang,
& Pecht, 2010).
Maintenance tasks to mitigate critical failures are mandatory
and have fixed due-dates. These tasks are often packaged
into blocks of tasks and executed in periodic maintenance
blocks, known as letter checks (e.g. A- and C-checks). PHMdriven tasks are not imposed by regulations, and are optional.
These tasks are less common in aircraft operations, but they
introduce a new challenge because the operator must decide
if and when to schedule the task, taking into account the
expected economical benefit under prognostic uncertainty
(Engel, Gilmartin, Bongort, & Hess, 2000).
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Scheduling of prognostic driven tasks can be approached in
two ways. Either the task is executed in a dedicated maintenance check (the task is pushed into the airline schedule),
or the tasks can be executed during an already existing slot
such as a periodic letter check (the task is pulled into the airline schedule). Whether pushing or pulling is preferred is
situation specific and may depend on several factors such as
the availability of future maintenance opportunities, resource
availability and competing demands from other aircraft. As
multiple aircraft in the fleet compete for the same maintenance checks, pulling instead of pushing a PHM driven task
is often more efficient. This is because it is relatively inexpensive to execute the task parallel to existing tasks (no extra
ground time is required). In addition, the cost incurred by
pulling a task into a schedule is easier to estimate and manage than the cost for pushing it into the schedule. The underlying reason is that airline schedules are highly dynamic
and it is therefore difficult to predict which new maintenance
opportunities are available in the future, and at what cost. As
a consequence, a PHM practitioner may prefer to focus on
pulling prognostic driven tasks into an existing maintenance
check where possible, before considering assigning a new
dedicated maintenance check. While some methods exist for
pushing PHM driven tasks into an aircraft schedule (Vianna &
Yoneyama, 2018), (Sandborn & Wilkinson, 2007), methodologies for pulling PHM driven tasks into existing checks are
scarce in literature.
The decision whether or not to pull a prognostic-driven task
into an existing maintenance check depends on the selected
decision threshold of the PHM model, also known as operating point. Put simply, the component is replaced only if the
output from the PHM model exceeds a pre-selected threshold. Selecting this point is a compromise between expected
frequencies of true -and false positives, which can be visualized by the Receiver Operating Characteristic (ROC) curve
of the PHM model. Generic considerations for selecting an
operating point from the ROC curve has been proposed by
Metz (1978), and illustrated for a use-case in aircraft engine
maintenance by Koops (2018). Both studies provide useful
insights but have two limitations for practical applicability.
Firstly, only examples to minimize cost per (maintenance)
event are given, whereas cost- minimization on aircraft lifecycle basis could be more relevant for an aircraft operator. As
a consequence, the (opportunity) cost of wasting remaining
useful life in case of a false-positive is not sufficiently accounted for. Secondly, while both authors show that the optimal operating point depends on the component’s (age dependent) failure probability, they do not provide a way to dynamically select the optimal operating point given the component’s
time-varying failure rate. This last point touches upon a third,
more fundamental problem. Age-dependent failure probability is typically known to the operator and is often used to

time preventive maintenance actions (Letot, Equeter, Dutoit,
& Dehombreux, 2017). However, the majority of PHM models found in recent literature rely only on on-board monitoring data, and do not use age as a prognostic parameter (Jia,
Huang, Feng, Cai, & Lee, 2018), (Jardine, Lin, & Banjevic,
2006), (Lei et al., 2018). Arguably, age as a prognostic parameter only works if there is 1) a clear age-reliability relationship that can be established for the sample, and 2) individual components behave in accordance with the overall sample, while displaying a (relatively) small amount of variance
with respect to the overall sample behaviour. If this is indeed the case, then the omission of age as a parameter leaves
potential useful data for timing preventive replacements unexploited. It has to be noted that age is not the only factor at
play in driving reliability behavior over time; the influence of
operating and environmental conditions has been established
in prior work (Thijssens & Verhagen, 2020), though its considered beyond the scope of this research.
In this paper, we aim to remove these limitations by minimizing total maintenance cost per flight hour, which is done by
using component-reliability data in addition to maintenance
costs and performance indicators of the considered PHM model.
Component reliability data is used to estimate the life expectancy of a component as well as the age-dependent failure rate, while prognostic performance indicators are used
to estimate the probability of PHM correctly detecting the
failure precursor. Subsequently, total maintenance cost per
flight hour are minimized by selecting the optimal operating
point on the ROC curve for each periodic maintenance check
throughout the lifetime of the aircraft component. With these
operating points set, both component age and PHM output
can be used to decide whether or not to preventively replace
and service an aircraft component during periodic maintenance checks.
The next section in this paper discusses methods and importance of optimally timing preventive maintenance actions.
The section ends with an overview of relevant PHM metrics
for this research. Thereafter in Section 3, we explain our proposed method and derive a function for total maintenance cost
per flight hour. Lastly in Section 4, the economic potential of
the method is illustrated by means of an example from a compressor in a wide body aircraft, based on actual aircraft maintenance data and an arbitrary ROC curve. For this use-case,
we have used a genetic algorithm to select optimal operating
points for each periodic maintenance check. This case study
shows an example were a reduction in maintenance cost of at
least 6% can be achieved in comparison to traditional PHM
maintenance policies, without the need for additional investments.
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2. T HEORETICAL CONTEXT
Preventive maintenance aims to perform maintenance before
the failure of a system occurs. For non-critical failures (the
scope of this study), preventive maintenance could deliver
value when the cost of a preventive maintenance action before
failure (Cp ) is lower than the cost of a corrective maintenance
action after failure (Cc ). This could be the case when preventive maintenance results in less cascaded damage (cheaper repairs), better predictability of maintenance demand (lower logistic cost), faster troubleshooting (lower personnel cost), etc.
Considering aircraft operations, additional benefits from preventive maintenance can be found in increased operational reliability and fleet availability. Regarding operational reliability, preventive maintenance can avoid an unexpected failure
that would otherwise reduce immediate or future aircraft dispatch reliability. When these preventive tasks are scheduled
in parallel, the airline may need fewer maintenance buffers
and spare aircraft to mitigate the risk of operational disturbances. This could lead to an increase of the availability of
the fleet.
2.1. Timing of preventive maintenance
For replaceable aircraft components, corrective maintenance
often leads to longer operating times between replacements
than preventive maintenance does. Hence when preventive
maintenance is not correctly timed, the more frequent maintenance actions may diminish the benefits of cheaper repairs.
This is especially the case when the cost for preventive repair is close to the cost of corrective repair. This issue stipulates the importance of accurately timing predictive maintenance tasks. As described by Ben-Daya, Kumar, and Murthy
(2016), timing of preventive maintenance can be approached
in several ways. Two of these ways (age-based and conditionbased) will be illustrated with an example below.

S(t) = 1 −
Aexp =

Z

Z

t

f (s) ds

(1)

0

t

S(s) ds

(2)

0

When a preventive replacement is planned at age t (which can
be seen as an economic hard-time and is sometimes referred
to as tp in literature), a fraction of [1−S(t)] of the population
will have failed before t and is correctively maintained at cost
Cc . A fraction of S(t) is still operational at age t and is preventively maintained at cost Cp . Hence the total maintenance
cost per flight hour (CPFH) is equal to the total expected cost
divided by the expected life expectancy of the population, see
Eq. (3).
CP F H =

Cp S(t) + Cc · [1 − S(t)]
Rt
S(s) ds
0

(3)

The optimal replacement time can be found by finding age t
that minimizes CPFH (Eq. (3)). With t found, the aircraft operator can schedule a new maintenance check (push) or add
the replacement-task to an existing maintenance check (pull)
close to t. For further reading on optimal age replacement
policy, see (Letot et al., 2017).
Although age-based preventive maintenance can reduce maintenance cost compared to corrective maintenance, it does not
provide insights into which specific component will fail at
what time. The introduction of on-board sensing technologies
changes this. With continuous monitoring data on individual
component level, the (future) condition of each component
can be estimated, and preventive maintenance can be scheduled for specific components accordingly.
2.1.2. Condition-based preventive maintenance

2.1.1. Age-based preventive maintenance
In age-based approaches for non-safety critical systems, the
probability of failure as a function of component’s age may
be derived from historical time-to-failure data. A distribution
f (t) can be fit on these data to describe the probability that
a component fails at a certain age. Applied to aircraft operations, this age is usually expressed in Flight Hours (F Hs)
or Flight Cycles (F Cs). From such a probability function,
one can derive the survival function S(t). The survival function (Eq. (1)) describes the probability of surviving past age
t, or in other words, it describes the proportion of the original population that survives past age t. Finally, this survival
function can be used to calculate the average life expectancy
of a population till time t, see Eq. (2).

In PHM enabled condition-based maintenance, a detection of
a fault (diagnostics) triggers a maintenance action either directly, or after prediction of remaining useful life (prognostics) (Saxena et al., 2008). In both cases, the aircraft operator
uses PHM output to decide whether and when to schedule
(push or pull) a maintenance action. The decision to pull
a PHM driven task into an existing maintenance check (the
scope of this paper) can be challenging, as the optimal timing of these tasks depends not only on the PHM output and
the cost-difference between Cp and Cc , but also on the underlying failure rate and the expected performance of the PHM
model at use (Engel et al., 2000).
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2.2. Performance indicators
PHM performance metrics inform a decision-maker of estimates of (un)certainty around the PHM output. A comprehensive summary of prognostic performance metrics can be
found in literature (Saxena et al., 2008). For the scope of this
study, the characteristic trajectory of the PHM output and the
Receiver Operating Characteristic curve are of interest.
2.2.1. Trajectory
Consider a trajectory of PHM output over time. This output could be a health-index, an anomaly score, a remaininguseful-life estimate, etc. Let F be the time index for the time
when the fault occurs. Depending on the sensitivity of the
on-board sensing system, the time of detecting of the fault
(D) will be somewhere after F . Furthermore, let EOL be the
time index for the end-of-life (failure) of the aircraft component. The first prognostic metric we use in this study is the
horizon h, which is the time-difference between fault detection D and the EOL. Note that h depends on the progression
speed of the fault, and the sensitivity of the PHM technology,
see Figure 1.

the False Negative Rate (FNR) and the False Positive Rate
(FPR). Note that the FNR and TNR can be expressed as functions of TPR and FPR respectively, see Eqs. (4) and (5).
FNR = 1 − TPR
TNR = 1 − FPR

(4)
(5)

Only if the output of the PHM model exceeds a certain threshold just prior to the next maintenance check, the component
will be replaced in that maintenance check. In Figure 1, two
examples of a decision threshold are given. With threshold A,
the anomaly just prior to maintenance check (i) would have
resulted in a false positive for check (i). However, the same
threshold would have resulted in a true positive for check
i + 1. Likewise, if threshold B would have been selected,
it would have resulted in a true negative for check (i), but
also in a false negative for check (i + 1). Generally speaking,
each possible threshold results in a unique combination of expected FPRs and TPRs. The set of all available combinations
can be presented by a curve, known as the Receiver Operating Characteristic (ROC) curve (Metz, 1978), (see Figure
2). Selecting the operating point for the PHM model involves
a trade-off between the FPR and the TPR. With a too low
decision threshold, few failures will be missed but the many
false alarms (false positives) will diminish the benefit from
cheaper repairs. With a too high decision threshold, fewer
false-alarms will be raised, but many failures will be missed
(false negatives).

Figure 1. Generic trajectory of a health indicator. The horizon h is defined as the time difference between fault detection
D and end-of-life (EOL). Thresholds A and B represent arbitrary decision thresholds.
2.2.2. Receiver operating characteristic curve
In this study, the goal is to optimally plan (pull) PHM driven
tasks into existing maintenance checks such that the total maintenance cost per flight hour is minimized. With that goal in
mind, the prognostic requirement is equivalent to the diagnostic problem of detecting a failure precursor just prior to
the next maintenance check, which is expected to result in
failure between the next two checks. Only if that failure precursor is found (with some confidence level), the component
is replaced and maintained. For this type of prognostic tasks,
similar metrics as in diagnostics may be used (Saxena et al.,
2008). Hence, we use the True Positive Rate (TPR) as a metric of how sensitive the PHM model is in detecting the fault
that will lead to failure before the end of the prognostic horizon h. Likewise, we can use the True Negative Rate (TNR),

Figure 2. Arbitrary ROC curve, with operating points indicated for perfect information, corrective maintenance and
hard-time.
A couple of operating points on the ROC curve are of special interest. As shown in the graph, an ideal PHM model
would have perfect information about the component’s condition, and would always provide true positives without falsepositives, regardless of the decision threshold (F P R = 0, T P R =
1). A PHM algorithm with no skill (guessing) operates at the
diagonal of the ROC curve. The origin of the ROC curve (at
4
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T P R = F P R = 0) is equivalent to maintaining the component only correctively. The right upper corner (at T P R =
F P R = 1) is equivalent to replacing the components preventively regardless of its condition (e.g. on hard-time). The actual curve of a feasible and potentially beneficial PHM models is a monotonically increasing line with decreasing gradient, that runs above the line of ‘no skill’, from original to the
point where TPR=FPR=1 (Metz, 1978).
According to Metz (1978), the ideal operating point comes
from a business decision that depends on the underlying failure rate of the population of interest. When failure is rare, the
decision maker should operate toward the lower left portion
of the ROC curve. Conversely when failure is common, the
best operating point is toward the upper right part of the ROC
curve. Koops (2018) illustrates this point with a use-case on
aircraft engine monitoring, but while recognizing that failure
rate is age-dependent, the study assumes a fixed failure rate.
As mentioned in the introduction, a method to use dynamic
age-based reliability data and output from existing PHM to
pull a preventive tasks into an existing maintenance check is
currently lacking. The following Chapter presents an innovative approach for determining the most cost efficient maintenance strategy along the lifetime of the component.
3. METHODOLOGY
In this section, we first derive a cost function for the total
maintenance cost per flight hour (CPFH) for an PHM-enabled
replaceable aircraft component given selected operating points
on the ROC curve. Finally, we minimize CPFH by optimally
selecting operating points for each check. We make two assumptions for simplification purposes:
1.

2.

The performance of the PHM model is independent of
the component’s age and independent of the component’s
time to failure. In other words, we assume that the performance of the PHM model (in this case the ROC curve)
is constant over time. This is based on an underlying assumption of similar behavior across components due to
similar utilization characteristics (including operational
and environmental exposure) across a fleet of aircraft as
typically operated by commercial airliners. However,
these assumptions can be challenged in at least two ways:
i) in reality, the variability across component behavior
may be sufficiently large to meaningfully change the ROC
curve over time; ii) in reality, the constant addition of
data over time (e.g. additional input data, additional failure occurrences) as time progresses may lead to increased
model performance, leading to changes in the ROC curve
over time.

output. In other words, false positives do not occur due
to imperfect estimation of the timing of the failure. For
this assumption to hold, the interval of the check must be
larger than the horizon h.
By choosing a point along the ROC curve for a specific check,
a two-alternative decision (replace or not replace) is made
based on the PHM output. The expected cost resulting from
that decision can be calculated as (Metz, 1978):

C =Co + CT P · p(T P ) + CT N · p(T N )
+ CF P · p(F P ) + CF N · p(F N )

(6)

Here, C0 is the overhead cost of operating the PHM technology, and CT P , CT N , CF P and CF N are the cost resulting
from a true positive, true negative, false positive and false
negative decision respectively. Probabilities p describe the
probability of each of the four outcomes. For example, p(T P )
is the probability that a true positive decision is made. This
probability is equal to the probability that a unit from the population will fail within a certain time-horizon, multiplied by
the probability that an actually faulty component is identified
as such by the PHM technology at use.
Let us consider a pool (population) of identical replaceable
components with survival curve S(t) for which PHM technology is available. Next consider an ROC curve, (Figure
2), describing the performance of the PHM technology. Finally, consider a maintenance policy with periodic maintenance checks of a certain interval. Let i be a counter that
ranges from 1 for the first periodic check after the component
was installed to N for the last letter check after failure of the
last component in the population. A function T (i) maps the
sequence of letter checks i to the corresponding age T of the
population. The probability that a unit from the population
fails between age T and the end of the prediction horizon h
is equal to S(T ) − S(T + h). The probability that an actually faulty component is identified as such by the PHM technology is equal to T P R. Similarly, all four probabilities in
Eq. (6) can be defined as:

p(T P ) = [S(T ) − S(T + h)] · T P R

p(F N ) = [S(T ) − S(T + h)] · F N R
p(T N ) = S(T + h) · T N R

(7)

p(F P ) = S(T + h) · F P R

These probabilities are graphically illustrated in Figure 3a.

False positives have no consequences on the life expectancy As in similar work on this topic (Koops, 2018), true negative
of the remaining population. This assumption holds when
predictions are not associated with specific actions or cost, so
false-positives occur due to random anomalies in the PHM we set Ctn equal to zero. Constant C0 is irrelevant for cost
5
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part of the population remains.
The complete change in the survival curve during the decision
made just prior a to maintenance check (i) at time T (i) is
subdivided in three regions:
1.
2.
3.

Before the maintenance check: t ≤ T (i)

After the maintenance check, before the end of the prognostic horizon: T (i) ≤ t ≤ T (i) + h
After the end of the prognostic horizon: t ≥ T (i) + h

Below, the term S ∗ is used to indicate the adjusted version
of the original survival curve S. The change in the survival
curve is graphically illustrated in Figure 3b.The mathematical
formulation for the adjusted survival curve can be formulated
for the three regions as following:

(a) Generic survival curve, with indicated impact of chosen operating point along ROC with horizon h.


∗

for t < T (i)
S (t)
∗
∗
S (t) = S (t) − p(TP) − p(FP) − p∗ (FN) for T(i) ≤ t ≤ T (i) + h

 ∗
S (t) − p(FP)
for t > T (i) + h
(9)

As can be seen in Figure 3b the survival curve between T (i)
and T (i) + h is flattened due to the preventive removal of
faulty components (T P ). We assume that the remaining corrective replacements are spread evenly between T (i) and T (i)+
h. It should be noted here that the preventive replacements
are note taken into account to update the survival probability
under a ’good-as-new’ assumption. The reduction of the survival probability due to F N s between T ≤ t ≤ T + h can be
formulated as following:

(b) Generic survival curve (dashed), and altered survival
curve (solid) due to a selected operating point.

Figure 3. Effect of choosing a point along the ROC on the
survival curve due to TP, TN, FP and FN. Figure 3a displays
the original survival curve and Figure 3b shows the adjusted
surivival curve due to preventive replacements (TP & FP).
minimization and is also set to zero (C0 = 0). Finally, Cf n
is equal to the cost of maintaining the component after failure
(Cf n = Cc ). Hence, by substituting Eqs. (4,5,7) into Eq. (6),
the expected cost of a replacement decision based on PHM
output for a maintenance check (i) at time T (i) becomes:

Ct=T = Ctp · [S(T ) − S(T + h)] · T P R
+ Cf p · S(T + h) · F P R

(8)

+ Cc · [S(T ) − S(T + h)] · [1 − T P R]
Based on the values chosen for T P R and F N R, the survival
curve changes shape as a result of the replacements during the
maintenance check. Both true positive and false positive rates
cause a gap in the survival curve S at t = T (i). Secondly, due
to prognostic preventive replacements, less failures will take
place between T (i) and T (i) + h as only the false negative

p∗ (F N ) = (S ∗ (t) − S ∗ (T )) · TPR

(10)

By substituting Eq. (10) into Eq.( 7) and subsequently Eq. (7)
into Eq. (9), the change in the survival curve can be formulated in terms of a chosen point along the ROC curve. The
equation can be further simplified by substituting Eq. (4) to
eliminate the F N R term. The formulation for the adjustment
in S ∗ then becomes as following:
 ∗
S (t)


 ∗

for t < T (i)
S
(t)
·
(1
−
TPR)+
S ∗ (t) =

S ∗ (T (i) + h) · (TPR-FPR)
for T (i) ≤ t ≤ T (i) + h

 ∗
S (t) − FPR · S(T (i) + h) for t > T (i) + h

(11)

Maintenance decisions to replace a component are not taken
only once; there is a decision to be made for each periodic
maintenance check in the lifetime of the component. The
component’s age (hence its reliability) is different in each
check. Therefore, different points along the ROC curve may
be selected given the age of the component. For each periodic check (i), the selected operating point is represented
6
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by [F P Ri , T P Ri ]. The altered survival curve S ∗ is obtained iteratively, by continuous adjustments after each periodic maintenance check using Eq. (11). For a graphical representation of establishing S ∗ , see Figure 4.

Note that Eq. (12) has one more term than Eq. (8), since corrective cost is also incurred by components that failed beyond
the prediction horizon h, but before the next maintenance
check (i + 1).
As mentioned in the introduction of this paper, the relevant
cost metric to be minimized is total maintenance cost per
flight-hour (CP F H). To get there, Eq. (12) is divided by
the expected life expectancy of the population (Eq. (2)):
Ctotal
S ∗ (t) ds
t=0

CP F H = R ∞

(13)

As can be seen from Eqs. (11-13), the values for F P Ri and
T P Ri determine the expected total maintenance cost as well
as the life expectancy of the component. The optimization
task is to find for each maintenance check (i), the PHM probability thresholds (represented by values for [F P Ri ,T P Ri ]
on the ROC curve) that minimizes total maintenance cost per
flight-hour (Eq. (13)). Selecting the type of solver to find optimal values for F P Ri and T P Ri is beyond the scope of this
study. In the next section, we present an example with a genetic algorithm, but better alternatives may be available, depending on the size of the optimisation problem. With F P Ri
and T P Ri found once for all checks (i=1,2,. . . N), the operator knows for each check which PHM decision threshold to
select given the component’s age.
4. CASE STUDY

Figure 4. Graphical illustration of modifying the survival
curve due to selected operating points during maintenance
chekcs. Top graph: ROC curve. Middle Table: selected operating points from the ROC curve for each check (i). Bottom:
component’s altered survival curve.
As the overall goal is to minimize the component cost per
flight hour, maintenance cost must be calculated over the entire lifespan of the population. Hence to calculate the maintenance cost over the expected lifetime of the component, we
sum Eq. (8) over all periodic maintenance checks:

Ctotal =

N
X
Ctp · [S ∗ (T (i)) − S ∗ (T (i) + h)] · T P Ri
i=1

+ Cf p · S ∗ (T (i) + h) · F P Ri

+ Cc · [S ∗ (T (i)) − S ∗ (T (i) + h)] · [1 − T P Ri ]
+ Cc · [S ∗ (T (i) + h) − S ∗ (T (i + 1)]

(12)

The goal of this case-study is to demonstrate that additional
savings from PHM can be realized when optimal operating
points from the ROC curve are dynamically chosen for each
periodic check throughout the lifetime of a replaceable aircraft component. For this case study, we consider a compressor in the environmental system of a modern wide body
aircraft. Each aircraft has 4 compressors, which are all running (at equal power) during flight. Each compressor has 12
sensors installed that log parameters at a frequency of 1-4 Hz.
A removal of the compressor takes up to 8 hours, and would
therefore significantly impact the airline’s flight schedule if
not combined with existing maintenance checks. Failure data
used in this case-study consists of removal and repair logs
from multiple airlines.
The root cause of failure is known to be overheating of the
compressor. When the internal heat of the compressor reaches
a critical value, the air-bearing destabilizes, which results in
damage that requires renewal of the compressor’s rotor, bearings and housing. When overheating is detected prior to reaching the critical value, the subcomponents causing overheat
can be removed preventively, without the need to renew the
compressor’s major parts. Cf p and Ctp in Eq. (12) represent
preventive cost of maintaining the component before failure
and are assumed to be equal (Cf p = Cp , Ctp = Cp ). The
costs for preventive and corrective repairs (Cp , Cc ) are found
7
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by averaging recent repair cost for both preventive and corrective removals. These (normalised) averages were found
to be 10k$ and 25k$ for Cp and Cc respectively. It must
be noted that historical shop data contained variance in repair
cost (standard deviation of 3k$ for preventive repairs and 9k$
for corrective repairs). Additional benefits from increased
availability and operational reliability are expected, but are
out of scope for this use-case.
Usage parameters between installation and failure of over 570
corrective removals were recorded, and about 910 compressors had not failed yet at the moment this case study was
conducted. Correcting for these 910 right-censored samples,
a maximum-likelihood estimation (Ferreira & Silva, 2017)
was used to fit four parametric models; Weibull (L=-6020),
lognormal (L=-6160), loglogistic(L=-6070), and exponential
(L=-6230). See Figure 5 for QQ-plots for each distribution.
A Weibull distribution was selected with shape parameter 2
(se=0.1) and a scale parameter of 15k FHs (se=200FH), see
Figure 6.

Figure 6. Histogram of time-to-failure data with fitted
Weibull distributions. Dashed line is a Weibull fit on recorded
time-to-failure data. Solid line accounts for censored data.
spectively, and the rows represent the checks in chronological
order, see Table 1.
Table 1. Example of random M
i
1
2
...
26

Figure 5. QQ-plots for fits of various failure distributions
For this use-case, one arbitrary PHM model with horizon h of
1000 Flight Hours (FHs) is chosen, based on experience with
other prognostic models deployed at the airline. The corresponding ROC curve is visualized in Figure 7, with the data
provided in the Appendix (Table 4). The considered periodic
maintenance check is a 24 hours A-check with an interval of
1500 FHs. The ‘population’ of compressors is assumed to be
extinct when less than 1% of the original population has survived. Doing so, this population is assumed to have N = 26
checks.

FPR
0.15
0.35
...
0.85

TPR
0.68
0.86
...
0.985

The generation of random Ms is repeated until there are 500
initial versions of M. To limit the solution space of the GA, we
make use of the fact that this component has a shape factor of
> 1 and therefore has an increasing hazard rate. From the theoretical context, we know that the operating point on the ROC
curve shifts to the right (higher [F P R, T P R]) when the underlying failure rate increases. Therefore, feasible solutions
of M should be non-decreasing, so M is sorted in ascending order before being evaluated by the cost function from
Eq. (13)

In the Genetic Algorithm (GA), initial values for T P Ri and
F P Ri are populated by selecting randomly from points at the
ROC curve for each of the 26 checks. For convenience, each
value for T P Ri and F P Ri is represented by a (Nx2) matrix
M, where the columns in M represent the T P R and F P R re-

Table 2. Settings for genetic algorithm
Parameter
Generation size
Number of iterations
Part of population mutating
% of parents recombine
% of M mutating
Number of checks N
Weibull [scale, shape]
Periodic check interval
Prediction horizon h
Corrective cost Cc
Preventive cost Cp

Value
500
40
50%
30%
10%
26
[1500, 2]
1500 FHs
1000 FHs
25000$
10000$
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The GA evaluates each version of M based on the maintenance cost per flight hour, as calculated by Eq. (13). The
lower the total maintenance cost caused by a specific M, the
likelier it is for that set of F P Rs and T P Rs in M to reproduce in the next generations of the genetic algorithm. In each
iteration of the GA, the top 30% of the population recombines. Mutation occurs for 50% of all individual parents in
each generation, by replacing 10% of the rows in M (selected
randomly) by random rows from the ROC curve. We repeat
the genetic algorithms for 40 iterations. Settings for the genetic algorithm (Table 2) have been found by grid-searching.
Due to the coarse resolution of the ROC curve and the low
number of maintenance checks in the lifetime of the compressor, the size of this optimisation problem is relatively small.
For larger problems, different settings in the GA may needed.
After 40 iterations, we select the M that resulted in the lowest
maintenance cost per flight hour. In Figure 7, the operating
points for all checks are shown by indicating the check sequence number i at the corresponding locations of the ROC
curve . The effect of the operating points on the population is
shown in Figure 8 (solid line).

curve had been selected for all checks (fixed thresholds), the
total maintenance cost per FH would have been at least 6%
higher, depending on which threshold is chosen. Operating
components at 6% lower cost is significant, especially for
components that fail frequently and are expensive to repair.
The table also shows a comparison with using non-PHM policies. By using the dynamic thresholds method, the cost per
flight hour is 13.8% lower than for the current practice of corrective maintenance. The method of applying dynamic decision thresholds also proves to be more cost efficient than a
hard-time by a benefit of $0, 18 per flight hour. Looking at
the cost breakdown provided in Table 3, it can be seen that the
benefit of applying dynamic decision thresholds is achieved
by a combination of low corrective maintenance cost per FH
and a relatively high expected lifetime. The table also provides the minimum achievable cost if a perfect PHM system
would have been available (perfect information). In such a
scenario, corrective cost is only incurred for the periods beyond the prognostic horizon h. All other failures are preventively mitigated at cost Cp .
Table 3. Comparison in operating cost for different strategies
Method
Dynamic thresholds
Fixed thresholds
Hard-time
Corrective
maintenance
Perfect
information

Figure 7. Operating points selected for each check. The numbers in the graph represent the check sequence numbers (i).
As can be seen in Figure 7 and Figure 8, the first 3 entries in
M represent operating points at the origin of the ROC curve,
where FPR = TPR = 0. This means that for the first 3 checks,
one should not use the considered PHM model at all. After
that, the operating points are at non-zero values of [F P Ri ,
T P Ri ], and moves to higher operating points on the ROC
curve with increasing check sequence number i.
By applying the proposed method (named dynamic thresholds for this use-case), the lowest total maintenance cost is
found to be $1.62 per flight hour. Looking at the results presented in Table 3, applying dynamic decision thresholds results in the lowest cost per flight hour of all available maintenance policies. If only a single operating point on the ROC

Cost
per FH
$1.62
$1.73
$1.80

Corrective
cost per FH
$1.10
$1.25
$1.26

Preventive
cost per FH
$0.52
$0.48
$0.54

Expected
lifetime
10639 FH
10357 FH
9879 FH

$1.88

$1.88

$0.00

13310 FH

$1.16

$0.65

$0.51

12979 FH

For verification of the results, the various replacement strategies can be evaluated by analysing the (adjusted) survival
curves. In Figure 8, the effect of using a fixed operating point
for all letter checks can be compared to the proposed dynamic
thresholds approach. The figure also shows the effect of a
hypothetical perfect PHM system with a limited prognostic
horizon h. It is notable that at the first letter checks, the fixed
approach is already ’decimating’ the population whereas the
dynamic approach isn’t using the PHM output yet (FPR =
TPR = 0). After 6000 FHs, the dynamic thresholds approach
selects increasingly higher [TPR, FPR] points on the ROC
curve, ultimately surpassing the fixed threshold approach in
survival probability.
In Figure 9, the dynamic thresholds approach can be compared to non-prognostic maintenance policies, such as an optimal hard-time and corrective maintenance.
5. DISCUSSION & CONCLUSION
In this paper, a new method has been presented for selecting
operating points on the ROC curve for each periodic maintenance check during the lifetime of a replaceable aircraft component. This method is applicable to existing PHM models,
where component age is not used as a prognostic parameter.
9
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Figure 8. Adjusted survival curves for evaluated PHM based
replacement strategies.

Figure 9. Adjusted survival curves for the proposed approach
(dynamic thresholds) and for non-PHM based maintenance
strategies.

Although the use-case shows that value can be realized compared to existing (PHM) methods, it must be noted that benefits from the case study cannot be generalized. The component’s survival function S(t), the airline’s maintenance check
interval, the cost ratio between corrective and planned maintenance (Cc : Cp ), and the performance of the available PHM
model (the ROC curve and horizon h) determine the ultimate
cost saving. The type of solver and the resolution of the ROC
curve is expected to have only a minor effect on expected benefits.

also noting that the acceptability of dynamic thresholds from
a company perspective may be a factor to take into account.
Lastly, on the cost side, this case study does not take into account the different number of spare parts that may be needed
due to changed maintenance policies (Fritzsche & Lasch, 2012),
neither does it apply a discount factor for cost that is incurred
later in the component’s life.

There are several reasons to support that the case study provides a conservative estimate of cost-savings compared to not
using PHM at all. Firstly, benefits in operational reliability
and fleet availability are not included in the calculation of
(Cc ) and (Cp ). Secondly, it is expected that in reality, cost
of a false-positive are smaller than the cost of a true-positive,
because in the latter case, damage will have been progressed
further.
This method comes with its limitations too. The maintenance
opportunities in this paper are limited to periodic checks, which
leaves the option to anticipate an upcoming failure between
checks unused. This can be especially problematic for cases
where the prediction horizon h is much smaller than the interval of the periodic maintenance checks, which could be the
case in many other real-life applications than represented in
this case-study. Furthermore, the scope of applicable PHM
models is limited due to the assumptions made in Chapter
3. For example, prognostic models that combine monitoring data with usage data would violate the assumption of
constant ROC curve. Setting optimal decision thresholds for
those models is recommended as a topic of future research,

This paper studied only the economic aspects of various maintenance policies. While this method is intended to prevent
non safety-critical failures, there may still be some impact
on safety, for example due to more frequent repairs. Hence,
before implementation of the proposed method, a safety-risk
assessment must be conducted by the airline. In a future with
more condition-based maintenance and fewer (usage-driven)
periodic tasks, long (letter) checks as we know today may
cease to exist. Optimally scheduling prognostic driven tasks
beyond periodic checks is therefore another recommended
topic of future research.
In addition to economic benefits, there are several secondary
benefits that can be expected. Firstly, the method can be used
to estimate how well a PHM model should perform in order to reach target cost savings. This could help an operator prioritize its prognostic development options. Secondly,
operating points from more than just one ROC curve can be
selected for each check. This allows the operator to use different PHM models for different checks in the component’s
lifetime, which could be beneficial if both models outperform
each other at different points in the ROC curve (e.g. the ROC
curves cross each other). Thirdly, a wider range of PHM models becomes available to the airline, because PHM models
that are disadvantageous when used with a fixed operating
point can become valuable when different operating points
10
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(including FPR=TRP=0) are available for each maintenance
check. Finally, the application scope of this paper can be expanded beyond PHM. For example, this study suggests that
age-dependent, dynamic inspection limits for classical maintenance task may provide economic benefit over the fixed limits we know today.
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A PPENDIX

Table 4. ROC data used for case study
FPR
0
0.05
0.1
0.15
0.2
0.25
0.3
0.35
0.4
0.45
0.5
0.55
0.6
0.65
0.7
0.75
0.8
0.85
0.9
0.95
1

TPR
0
0.4
0.6
0.68
0.75
0.8
0.84
0.86
0.88
0.9
0.92
0.94
0.95
0.96
0.97
0.975
0.98
0.985
0.99
0.995
1
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